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Introduction Early Exit Neural Networks accelerate inference of deep neural networks by allowing
samples to exit early through internal classifiers (ICs). Despite recent progress in performance for
these methods [1, 2, 3, 4], it remains unexplored whether these early exits can provide interpretability
alongside the prediction. Driven by the high demand for trustworthy and interpretable systems,
several Self-Explainable (SENN) methods have been proposed for standard classification settings
[5, 6, 7]. However, they start from the assumptions that the interpretable layer is attached to the final
layer and that the backbone features are representative and well learned, two assumptions that may
not hold for exit networks in general. In this work, we propose Memory-based Self-Explainable Early
Exit Networks (M-SEEEN), a design to make the ICs of exit networks more interpretable. Inspired
by [7], M-SEEEN uses a sparse content-based attention mechanism to select relevant examples from
a memory set to aid and explain the decision process. We show that, compared to alternative SENN
designs, M-SEEEN best preserves the performance of black-box baselines while providing means to
inspect its inner mechanisms.

M-SEEEN Let F be a neural network with n layers, xi the input, fj the j-th layer, and
Fj(·) = fj(fj−1(. . . f1(·))) the composition of the first j layers. Standard classification is typically
obtained by attaching a classifier fcls to the final hidden representation Fn−1(xi). Exit networks
augment this architecture with additional internal classifiers: an ICj (implemented using either
linear, convolutional, or transformer layers [1, 4, 8]) is attached to a hidden layer fj , producing an
early prediction ŷi = ICj(Fj(xi)). Taking inspiration from an interpretable classifier designed for
small-data settings [7], M-SEEEN uses both the latent representation of an input xi at the layer j
and the latent representations of a set of k memory samples, randomly sampled from a set of cached
training representations M = {m1, . . . ,mm} at the same layer, to predict ŷi. Specifically, M-SEEEN
applies sparsemax to the cosine similarity between these representations and uses the resulting scores
α as weights to compute a combination of the memory representations: vm =

∑
mr∈Mk

αrmr

Finally, a linear classifier predicts ŷi = f j
linear ([Fj(xi),vm]) from the concatenation of the input

representation and the weighted memory vector. The idea is that the additional information carried
by the memory vector can support the decision process of early layers, while the sparse weights and
the selected memory samples at each IC provide insights into the decision process along the network.

Performance To validate our method, we compare its performance against the black-box baseline
SDN [1] and two representative SENN designs: LF-CBM [9] and VLG-CBM [10]. SDN was
selected because it is a popular baseline for exit networks and its design can be easily extended to
self-explainable settings. Conversely, LF-CBM and VLG-CBM represent two of the most recent
methods compatible with the exit-network setting, based on the popular framework of concept
bottleneck models [6]. We test all competitors on CIFAR-10, CIFAR-100, and TinyImageNet, using
WideResNet32-4 as the backbone network at different inference budgets. We follow SDN to place the
ICs and to train the backbone and the ICs jointly. Table 1 shows that while LF-CBM and VLG-CBM
drop performance by up to 30 percentage points, M-SEEEN stays within 1-2% of its black-box
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Table 1: Accuracy (%) over 3 different runs reached by competitors across inference budgets. Bold
indicates the best SENN method while underline indicates the best overall result.

Data IC-Type SENN 25% 50% 75% 100% Max

C10

Black-box × 87.8± 0.4 94.3± 0.1 94.4± 0.0 94.4± 0.0 94.4± 0.1

M-SEEEN ✓ 86.2± 0.3 93.9± 0.2 94.1± 0.2 94.1± 0.2 94.1± 0.2
LF-CBM ✓ 74.6± 0.9 91.8± 0.2 94.0± 0.1 94.1± 0.1 94.1± 0.1
VLG-CBM ✓ 72.8± 0.4 91.7± 0.4 94.4± 0.0 94.4± 0.0 94.4± 0.0

C100

Black-box × 60.9± 0.4 74.0± 0.2 76.1± 0.3 75.9± 0.2 76.2± 0.3

M-SEEEN ✓ 58.7± 0.6 72.7± 1.1 76.4± 0.4 76.2± 0.3 76.4± 0.4
LF-CBM ✓ 35.5± 0.4 57.7± 0.7 72.5± 0.3 74.7± 0.2 74.7± 0.2
VLG-CBM ✓ 30.7± 0.2 53.8± 0.5 72.2± 0.1 75.8± 0.2 75.8± 0.2

T-IM

Black-box × 40.3± 0.7 55.7± 0.5 62.4± 0.3 62.2± 0.3 62.7± 0.3

M-SEEEN ✓ 38.4± 0.9 53.4± 0.8 61.5± 0.3 61.8± 0.3 62.4± 0.2
LF-CBM ✓ 15.6± 1.6 36.2± 0.6 53.6± 0.5 60.0± 0.3 60.0± 0.3
VLG-CBM ✓ 18.6± 0.9 36.1± 0.5 54.6± 0.2 61.6± 0.2 61.7± 0.2

counterpart. We observe that the performance drop of CBM-based methods is large at the earliest
exits, where shallow features do not represent abstract concepts yet. Because M-SEEEN compares
the input xi and each memory sample mr at the same depth, rather than projecting features onto a
fixed concept space, selection always operates over the current representation.

Figure 1: Two sample trajectories. Shown is the predicted class of the input and memory at each exit.
The scores correspond to the confidence for the input and the weights for the memory images.

Explanations M-SEEEN helps users analyze the trajectory of samples across the ICs by providing
evidence of how and when the model resolves its uncertainty. For example, fig. 1 shows two samples
following different trajectories. The first (top) corresponds to an easy sample, as the model exits at the
first IC and all the selected memories strongly agree with the input in terms of both visual appearance
and class. The second (bottom) represents a more challenging case. Here, the model’s uncertainty is
reflected by the conflicting memory samples selected at the first two exits. Note that the relatively
high confidence at the first exit may incorrectly suggest that the model is sufficiently confident in its
prediction. Conversely, at the third exit, where the representation has become sufficiently rich for the
model to predict the correct class, the selected memory samples mostly agree with the predicted class.

Conclusion In this work, we introduced M-SEEEN, a method for aiding and explaining predictions
in exit networks. We showed that M-SEEEN performs significantly better than other explainable
baselines and showcases an example of how its design can aid interpretability. Future work includes
explainable exit strategies and architectural changes to boost performance and explanation quality.
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